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This study proposes a domain-specific multimodal embedding model and an integrated retrieval system for
cybercrime investigation. To address the limited domain adaptability of general-purpose embedding models, we
fine-tune Jina Embeddings v4 via LoRA using synthetic triplets generated through an LLM-based pipeline. The
proposed system indexes structured and unstructured evidence in a unified Qdrant vector database and
orchestrates retrieval workflows using LangGraph. For image evidence, we propose an Image-Text Fusion
strategy that combines original visual embeddings with VLM-generated descriptions and OCR text. Under
optimized hyperparameters, the proposed Fusion strategy achieves a Hit Rate@]1 of 0.9407 and MRR of 0.9641,
improving upon the baseline Jina v4 Single Vector strategy by 48.1%p and 42.2%p, respectively. Furthermore,
the proposed Single Vector strategy achieves an MRR of 0.9509, offering a resource-efficient alternative with an
8x smaller index size and over 6x faster retrieval speed.

Keywords: Cybercrime Investigation, Multimodal Embedding, Domain-Specific Fine-tuning, Synthetic Data
Generation, LoORA
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Figure 1. Overall architecture of the proposed domain-specific multimodal retrieval system for cybercrime investigation. The system consists

of three main components: (1) a synthetic data generation pipeline, (2) LoRA-based domain-specific fine-tuning of the multimodal

embedding model, and (3) an integrated retrieval system based on Qdrant and LangGraph.
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Figure 2. Three-stage synthetic data generation pipeline. Stage 1 preprocesses raw images via a VLM into metadata (Description + OCR)
and converts tabular records into JSON, then indexes them into a vector database using the base embedding model. Stage 2 generates
queries using an LLM and mines hard negatives from the vector database to construct candidate triplets. Stage 3 filters low-quality
triplets via LLM-based evaluation, yielding the final training dataset.

Table 1. Roles of models in synthetic data generation

Model Category Specific Model Key Functional Role
Base Multimodal Jina Embeddings v4 Serves as the core backbone architecture for domain-specific fine-tuning;
Embedding Model (Glinther et al., 2025; maps structured tabular logs and unstructured evidence images into a unified
M., Jina Al 2025) high-dimensional dense vector space.
Qwen3-VL-8B-Instruct Performs the evidence preprocessing stage, extracting textual
Metadata VLM f,,,, (Bai et al., 2025b; ’

metadata —visual descriptions and OCR text —from crime screenshot PNGs.
Qwen Team, 2025c¢)

Qwen3-30B-A3B-Instruct-2507 | Generates natural-language queries that emulate investigator search behavior

Query & Evaluation

(Yang et al., 2025; from the given context, and performs post-generation quality filtering by
LM f LLM

Qwen Team, 2025b) removing false hard negatives.
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Algorithm 1: Synthetic triplet data generation pipeline

Input: Raw dataset D= {d,,...,dy} consisting of images and
tabular data rows,
VIM fypap LLM f1 105
Base embedding model 14, Vector database
Size of the top-K candidate list X

Sds - Aeq - ojuy

Number of hard negatives A
Output: Final filtered triplet dataset 77,

/* Stage 1: Preprocessing and indexing */

1 P—o // Initialize preprocessed tuple set P

2 for each d; in D do

3 if d; is an image then

4 p; < d;

5: ¢; < meta, /' Eq. (1)

6 else if d; is a tabular data row then

7 p; < Row ToJSON(d;) /1'Eq. (2)

8 ¢; < Row ToJSON(d;) /1 Eq. (2)

9 end if

10: P<— PU{(p;¢;)} // Accumulate preprocessed pair in-
to set P

11: Upload p, into vector database V using 14,

12:  end for

[* Stage 2: Candidate triplet generation */

130 T ondidate < 9 // Initialize candidate set

14:  for each sampled tuple (p;, ¢;) in P do

15: ¢; < frafcontext = c¢;, prompt =
Langfuse[ ‘query _generation’])

16: N, < HardNegativeMining(q;, p;, Vi M,,.., I, H)

// See Algorithm 2
17: if | N1 >0 then
18: Tniidate < Tomaiaate Y (0P V) }
19: end if
20:  end for

/* Stage 3: LLM-based evaluation and filtering */
2. Ty @
22:  foreach (g;, p;, V;) in 7,

candidate

// Initialize final triplet set
do
23: eval; <= frdgp pis N;, prompt =
Langfuse[ ‘synthetic_data_evaluation’])
24: if eval, = Pass then

25: Tfmulg TﬂnulU{(qi’pi’M)}
26: end if
27 end for

28: return 7,

Algorithm 2: Hard Negative Mining

Input: Query ¢;, Positive p;,
Base embedding model A4, Vector database V
Size of the Top-K candidate list A,
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Number of hard negatives A
Output: Hard negatives IV, (| V;|= H < K)

/* Embed query and retrieve Top-K candidates */
1. v, < M,,(g) //Encode query with base model
Topli— V.search(v,, K) // Retrieve top-K by cosine sim-

" ilarity

/* Collect up to 7 hard negatives in rank order */

33 N<g

4:  forrankr =1 to | ZopKk]| do

5 cand, < TopK| [r]  //1-th candidate

6: if cand, = p, then

7. continue // Skip: same as positive
8: else

9: N, <N, U {cand, } // Add to hard negative set
10: if | V;| = Hthen

11: break

12: end if

13:  end for

14:  return 2V,

)
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Figure 3. Training architecture of the LoRA-based domain-specific fine-tuning. The Jina Embeddings v4 backbone (~3.8B parameters) is

frozen, while only the Retrieval LoRA adapter (~60M parameters, 1.58%) is updated. For each input triplet, the model produces
both Single Vector and Multi Vector embeddings. The total loss combines Single Vector InfoNCE, Multi Vector InfoNCE, and
KL Divergence regularization, where the KL term aligns the Single Vector ranking distribution with that of the Multi Vector

representation.
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Table 2. Raw dataset composition
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Data Modality Description
. Second-hand marketplace listings flagged as suspected fraud, including platform,
Second-hand listings Tabular . .
keyword, category, product name, post content, price, and posting date
Call log records, including caller number, callee number, start/end time, call
Call records Tabular . .. . . .
duration, origin location latitude/longitude, and call type
Chat messages and related metadata, including datetime, sender, message
Chat logs Tabular |content, and financial information mentioned within chats(e.g., account holder,
account number, bank name)
. Transaction records containing deposits, withdrawals, balances, counterparty
Bank account transactions Tabular . .
accounts, and IP information
: Screenshots of scam patterns, harmful websites, and phishing pages originating
Fraud/harmful-site screenshots Image .
from malicious URLs
Fraud-related messages screenshots | Image |Screenshots of spam and fraud-related messages
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Triplet-2 39| Query, ©]°l| th-8-3}= 3}t Positive, L8] 1
7711 2] Hard Negative = 74 H1 Tt

Table 3. Summary of synthetic triplet dataset

Data Type Total Retained | Removed | Retention Rate
Excel-based | 15,000 12,909 2,091 86.1%
Image-based 127 113 14 89.0%

Total 15,127 13,022 2,105 86.1%

12 5o R e HztE 24

AL 859 Jina Embeddings v4 Z@ S Ao|HHE ] $AF =
wQlof] A3 Al AHg stolHuetn|g e HF AN A
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[ = BEE TN |
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A7t g 28 FHol WA= S SHH O #5353
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A E 0 e = BEBEITE o] 5 T 5 AP A
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Table 4. Common baseline configuration

3 -A12A oA

InfoNCE <4, Multi Vector InfoNCE Z‘C—"] KL Divergence %
T3} do g o g FARELE RE AFL2 NVIDIA A100
80GB PCle &% GPU $H3llA =atd o2 3= 3lon, o
3§ F2 9 A7 A 75l = Weights & Biases(Biewald, 2020)
= &8t Sk tlolH e AoluE A AlEd o]
oA FEE F 9,100%9] Triplets AHE3I o, AF
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s £49 BE ablation A2 YT 35 Baseline T
Aol A sl o] Baselineoll A &3] shte] sho]wule}
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7% Jina Embeddings v4 3174 oA o] &3 FdH o=
7V 2 GEs A A0 o dE e Al 7R fgdd FFst
o ablations 2AISIAT. Ablation TS &<5E(n), con-
trastive <=4 9] Temperature(7), KL 73} 7+ (w,,) 8] A 3}
ol ¥ uetr|Elo|H, 2} sto] ¥ uetr el thal Baseline THHI
o A =2 4 F A4S AAGst Tk o} ablationl A T
55 45 Hshrt stolH ol e WA o AFA anlA 4
3 AFY TF AR dAYshE BAb] o7t 740]1] wEstr] 9
3, 5 Baseline 742 Al 712 *POIE‘& I seed(42, 123,
TNE =Y At £ oy s FASIATE wEbA] A
A AP TN AP o= FA M 42 <Table 5>9F 2
o alF A gl A RIZETL FoJstA SRlE Wik 434
2] Bayesian % %3} t)AJol| Z3Fstt}

S5E(n)S ARAFE AA A AskE B3 BHED
SHjdl AS £ Abo] o] #3& AA sk T4l Mot
Tl 2 SaES ARTE THEXEREH Y 543 ojge
rb3led catastrophic forgettingS Z23tH, W2 =317
7q— 6’1—/\ gL \:uﬂo| E§1_ }\] 3= 6‘]—)\ o]—X] OH J,]_/\X4§:]-
(underfitting)& Z & 3} £ 7= Baseline(3e — 5)& 412
2 o] F Fho] dFehsie —59) 1e— 45 AAFI] =

Aol A o] B5 A& A BESIAT

oﬁ{

Category Hyperparameter Value
Micro batch size 32
Batch Gradient accumulation steps 4
Effective batch size 128
Learning rate(n) 3x107°
Weight decay 0.01
Optimization Warmup ratio 0.1
Max grad norm 1.0
Epochs 5
Temperature(7) 0.040
Loss u,vsinglf,./wm it 1.0/1.0
KL weight(w,,) 0.20
Matryoshka dims {128,256,512,1024,2048}
Reproducibility Seed 42
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Table 5. Hyperparameter sensitivity analysis experiment configurations

# Run ID Role n T wy, Seed

1 a01_baseline_seed42 Baseline 3e—5 0.040 0.2 42

2 a02_Ir low 7l le—5 0.040 0.2 0

3 a03_Ir_high 1 le—4 0.040 02 0

4 a04_temp_low T 3e—5 0.020 0.2 42

5 a05_temp_high ) 3e—5 0.065 0.2 42

6 a06_wkl zero no KL 3e—5 0.040 0.0 42

7 a07_wkl_high wy 1 3e—5 0.040 0.4 42

8 a08 baseline seed123 Baseline rerun 3e—5 0.040 0.2 123

9 a09 baseline_seed777 Baseline rerun 3e—5 0.040 0.2 777
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Table 6. Ablation results and statistical significance (Multi Vector Margin)

Seunggyu Lee + SuMin Lee + Hyunho Park - Eun Jung Kwon + Minjung Lee

Run Changed Variable Multi Margin A Ratio to 2¢ Significant
Baseline : 0.4243
Baseline - - -

(meant o) (£0.0010)

a02 Ir low 7l 0.3789 -0.0454 21.6 Yes

a03_Ir_high n 1 0.4606 +0.0363 17.3 Yes
a04 temp low T 0.3129 -0.1114 53.0 Yes
a05 temp_high 1 0.5192 +0.0949 45.2 Yes
a06_wkl zero no KL 0.4233 -0.0010 0.48 No
a07_wkl_high w, 1 0.4249 +0.0006 0.29 No

0.0401 41 0.065Z 433+ a05%= A =+0.0949 2 Baseline T
H] 22.4%9] At A S 71 E5tg o, i) 2 0.0200.2 &}
33 a04= A =—0.1114 2 26.3% 23t ok F &k 252
Oppsoiime Y 4511 0180 Doz WglEo 2 B BXoA #=
H 53 5 7P A A Asolt €4, S5ES o1
T o HFS Btk nE le4ZE T a03S
A =+0.03632] /NA L, le-52 3433 a02= A =—0.04549)
orslE Yeto] F e B o s 83} g1 o]
£ Baseline®| =3 x 10 °7} & Hlo]g 7R A I =51A B
T oIS AARE AAl KL Distillation 7Ha*]= $H
A A(a06)8t 73Ha07) 7ol A W3sto] 20, i 0131 H
=9 5A4 o8-S AT F AT 2040 D] HIE

o] 247} 048, 029 ol 2 £ EY L THAT W, 1w, & T
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o o
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I
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<Figure 4> W48 ol &0 ©E Multi Vector Margin 3<%
Z4-& YERATE 34 M E = 3-seed Baseline®] H + 20
& YR, 7t ablation 341 0] o] IZE Bloju+= A&7}
o] 44 JFE S ANGH O E HojEr)

Temperature (3 ¥)oNA 7=0.0652] =410] Epoch 15-E
Baseline =5 W3] 443]shH st ¥, 7=0.020
Baseline 1= o}2] 2 A o3It} Learning Rate ()l A&
n=1x10"*7} BaselineS SHg 2 22 A3|8}L} Temperature
mEo] Axt: olyth KL Distillation Weight ($)olA&
wy =0.007 wy, =0.40 F FA10] Baseline =9} &5 7|
ol Yol gl AlAA o2 gl = Qloh

w 4 2= F% Bayesian 23 AP 2 &

KL Distillation Weight
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—e— Wy =0.40

Figure 4. Multi Vector Margin learning curves across epochs. The three panels show ablation results for Learning Rate (left), Temperature

(center), and KL Distillation Weight (right). The gray band denotes the 3-seed Baseline mean + 20 range.

Table 7. Revised hyperparameter search space for subsequent Bayesian optimization

Hyperparameter | Previous Range Revised Range Rationale

3e-5, 2e-4

n [le-5, le-4] [3e-5, .e ] Improvement continues at le-4; upper bound unexplored
Log-uniform
[0.04, 0.10] L . .

T [0.02, 0.065] . Monotonic improvement up to 0.065; saturation point unconfirmed

Uniform
wy, [0.00, 0.40] Fixed at 0.20 No statistically significant in-domain effect; excluded from search
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Losse #4388l Wk 2 4+&3) Pareto frontE Y ERATE
Pareto frontol] E3HH trial & T2 trialdl] &J3l F A E ZFo
A FAl EEsithal AEEA &= HIAE 8 (non-domi-
nated solution) 2 3|44 &t} &, 3% trial £ margin 43} 7
Z &2 74 Abolol| A M Z THE trade-offE A sl SHT
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Table 8. Validation results for Bayesian optimization completed trials (n =9, sorted by Multi Vector Margin)

Rank Run Name n T Multi Margin Best Val Loss
1 apricot-sweep-10 1.99¢-4 0.0933 0.6134 0.4276
2 winter-sweep-6 1.97e-4 0.0875 0.6064 0.3030
3 noble-sweep-8 1.95¢-4 0.0838 0.6057 0.2696
4 eternal-sweep-7 1.99¢-4 0.0784 0.6004 0.2361
5 cool-sweep-4 9.75e-5 0.0979 0.5845 0.5498
6 lively-sweep-5 1.03e-4 0.0907 0.5835 0.4516
7 rosy-sweep-3 1.28e-4 0.0984 0.5782 0.6143
8 clear-sweep-3 5.21e-5 0.0964 0.5594 0.5899
9 summer-sweep-2 1.11e-4 0.0519 0.5114 0.1525
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Figure 5. Pareto Front of Completed Bayesian Optimization Trials
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Table 9. Performance comparison of the previous baseline and two pareto-optimal Bayesian optimization candidates

Model Multi Vector Margin

Multi Vector Error Rate Best Validation Loss

Baseline 0.4243 + 0.0010

0.0273 £ 0.0016 0.1539 + 0.0023

apricot-sweep-10 0.6041 £ 0.0042

0.0415 £ 0.0029 0.4494 + 0.0112

0.6019 + 0.0045

eternal-sweep-7

0.0288 + 0.0016 0.2333 + 0.0036
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Table 10. Retrieval performance comparison across six conditions
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Model Strategy MRR HR@1 HR@5 HR@10 HR@50 |NDCG@10 |Mean Rank | Fail Rate@100
Base Jina v4| Single 0.5417 0.4599 0.6423 0.6919 0.7690 0.5746 5.88 0.2090
Base Jina v4 Multi 0.9231 0.8769 0.9806 0.9882 0.9959 0.9391 1.47 0.0031
Base Jina v4| Fusion 0.9222 0.8753 0.9806 0.9882 0.9954 0.9385 1.47 0.0031

Ours Single 0.9509 0.9208 0.9842 0.9918 0.9974 0.9609 1.35 0.0015

Ours Multi 0.9622 0.9382 0.9918 0.9954 0.9990 0.9704 1.22 0

Ours Fusion 0.9641 0.9407 0.9918 0.9954 0.9990 0.9718 1.21 0
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Table 11. Retrieval performance of the proposed model on the image-only query subset

Model Strategy MRR HR@1 HR@5
Ours Multi (Image only) 0.7503 0.6667 0.9444
Ours Multi (Image-Text Fusion) 0.9491 0.9444 0.9444
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Table 12. Storage footprint, retrieval latency, and throughput

Bes . AL -

Model Strategy Incl(e1\>/([BS)126 Model Storage | Embed (ms) | Search (ms) | Total (ms) p95 (ms) QPS
Base Jina v4 Single 331 7.0GB 78.3 8.7 87 95.2 11.5
Base Jina v4 Multi 2,619 7.0GB 784 477 555.4 710.7 1.8
Base Jina v4 Fusion 2,634 7.0GB 77 478.4 555.4 7143 1.8

Ours Single 331 +687MB 80.2 9.8 89.9 98.9 11.1

Ours Multi 2,620 +687MB 83 475.5 558.5 713.2 1.8

Ours Fusion 2,662 +687MB 78.4 4742 552.6 7113 1.8
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Appendix A. 34 djo|E] AA o] 2elel F 7]F A9
Table A1. Notation used in the synthetic data generation pipeline
Symbol Definition
D Raw dataset
d The i-th raw data instance, either a PNG image or a CSV row
meta, Textual metadata extracted from image data d;, using a VLM(f\,,,)
RowToJSON(d;) JSON text obtained by converting a CSV row d; into key-value pairs
G Context input to the LLM(f,,,,) for query generation
q Synthetic natural-language query generated by the LLM(f,,,,)
D; Positive evidence corresponding to the query g
N, Set of mined hard negative evidence corresponding to the query g;
M. Base multimodal embedding model
Svim Vision-language model for image preprocessing
Froim Large language model for query and training data synthesis
Thina Final filtered triplet training dataset constructed after checking validity
K The size of the top-K candidate list retrieved from the vector database (Hyperparameter)
H The target number of hard negatives mined per query for contrastive learning (Hyperparameter)
P The comprehensive set of preprocessed tuples (p;,c;) generated in Stage 1
Yy, The high-dimensional dense vector encoded from query ¢, using the base model A7,
TopK The list of top-K nearest neighbors retrieved from vector database 17 based on cosine similarity
cand, The r-th candidate item positioned within the retrieved 7opK results list
r The rank index variable utilized to iterate through the retrieved candidates (1 <r < K)
Appendix B. 310]5|5} 2] e} AIAE B4 918 A9 A 2}
Table B1. Full experimental results (epoch 5)
Run ID . . w, Seed Mult.i Singl'e Multi Single Val Loss
Margin Margin ER ER
a01_baseline_seed42 3e—5 0.040 0.2 42 0.4231 0.5848 0.0287 0.0261 0.1537
a02_Ir_low le—5 0.040 0.2 42 0.3789 0.5144 0.0256 0.0246 0.1807
a03_Ir_high le—4 0.040 0.2 42 0.4606 0.6288 0.0251 0.0225 0.1357
a04_temp_low 3e—5 0.020 0.2 42 0.3129 0.4513 0.0271 0.0292 0.1277
a05_temp high 3e—5 0.065 0.2 42 0.5192 0.6785 0.0271 0.0312 0.2236
a06_wkl_zero 3e—5 0.040 0.0 42 0.4233 0.5873 0.0271 0.0261 0.1532
a07_wkl_high 3e—5 0.040 0.4 42 0.4249 0.5825 0.0246 0.0261 0.1529
a08 baseline seed123 | 3e—5 0.040 0.2 123 0.4248 0.5797 0.0256 0.0266 0.1563
a09_baseline_seed777 | 3e—5 0.040 0.2 777 0.4249 0.5843 0.0276 0.0266 0.1517
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Figure C1. Single Vector Margin learning curves across epochs. Three panels correspond to Learning Rate (left), Temperature (center),

and KL Distillation Weight (right). The gray band denotes the 3-seed Baseline mean + 20 range.
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Figure C2. Multi Vector Error Rate (1 — Recall@]) learning curves across epochs. Three panels correspond to Learning Rate (left),
Temperature (center), and KL Distillation Weight (right). The gray band denotes the 3-seed Baseline mean + 20 range.
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Figure C3. Single Vector Error Rate (1 — Recall@1) learning curves across epochs. Three panels correspond to Learning Rate (left),
Temperature (center), and KL Distillation Weight (right). The gray band denotes the 3-seed Baseline mean + 20 range.
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